Hotspot algorithm

The purpose of the hotspot algorithm is to identify regions of local enrichment of short-read 27-mer sequence tags mapped to the genome.  Enrichment is gauged in a small window (250bp) relative to a local background model based on the binomial distribution, using the observed tags in a 50kb surrounding window.  Each mapped tag gets a z-score (explained below) for the 250bp and 50kb windows centered on the tag.  A hotspot is defined as a succession of neighboring tags within a 250bp window, each of whose z-score is greater than 2. Once a hotspot is identified, the hotspot itself is assigned a z-score relative to the 250bp and 50kb windows centered on the average position of the tags forming the hotspot.  
Z-score calculation.  Suppose n observed tags fall in the 250bp window, and N total tags fall in the 50kb surrounding background window (
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).   Each tag in the background window is considered an “experiment,” with favorable outcome if it falls in the smaller window.  Assuming each base in the 50kb window is equally likely, the probability of success for each tag is therefore 
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.  Not all bases in the 50kb window may be uniquely mappable by  27-mers, however, so p is adjusted to account for the number of uniquely mappable bases for that window.  Under these assumptions, the binomial distribution applies, and the expected number of tags falling in the smaller window is 
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.  The standard deviation of this expected value is 
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.  Finally, the z-score for the observed number of tags in the smaller window is 
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Two-pass hotspots.  A problem occurs with hotspot scoring in regions of very high enrichment.  These “monster hotspots” inflate the background for neighboring regions, and deflate neighboring z-scores. The effect is that regions of otherwise high enrichment can be shadowed by the monster. To address this problem, we implement a two-pass hotspot scheme.  After the first round of hotspot detection, we delete all tags falling in the first-pass hotspots.  We then compute a second round of hotspots with this deleted background.  The hotspots from the first and second passes are then combined, and all are re-scored using the deleted background:  the number of tags in each hotspot is computed using all tags, but 50kb background windows use only the deleted background.  
Hotspot peaks.  We resolve hotspots into 150bp DNaseI hypersensitive sites (DHSs), using peak-finding.  We compute a sliding window tag density (tiled every 20bp in 150bp windows), and then perform peak-finding of the density in each hotspot region.  Each 150bp peak is assigned the z-score from the hotspot that contains it.
FDR calculations using random tags

We assign FDR (false discovery rate) z-score thresholds to a given hotspot peak set using random data.  As a null model, we computationally generate tags uniformly over the uniquely mappable bases of the genome. We use the same number of tags for observed and random data.  The random data also coalesce into hotspots, which we identify, score, and resolve into peaks using the same technique as for the observed data.  For a given z-score threshold T, the FDR for the observed hotspot peaks with z-score greater than T is estimated as 
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Sine the numerator, which is calculated on a dataset that is entirely null, likely overestimates the number of false positives in the observed data, this is likely a conservative estimate of the FDR.
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